
 
ACADMIC SESSION -2020-2021  

DATABASE MANAGEMENT SYSTEM 

For 

B.Voc. Software Development 2nd Semester 

TEACHER’S NAME- DIKSHA SINGHAL 

 

 

                                    IGNTU 

Indira Gandhi National Tribal University, (Central University) 

Amarkantak, Distt. Anuppur (M.P.) 484886  

Phone: 07629 269640, Fax: 07629 269432 

Department of Technical, Vocational & Skill Education 

 



CONTENTS 
1. Concepts of DBMS ………………………………….Page(5-15) 

 
 Introduction to DBMS 

  What is the need of DBMS? 
 Database Applications – DBMS 

 Advantage of DBMS over file system 

 Disadvantages of DBMS: 

 Instance and schema in DBMS 

 Data Independence 
 Data Independence 

 Physical Data Independence 

 Mapping Cardinalities 

 Database Users  

 Database Administrators 

 Database Model 
 Entity-Relationship model : 

 Constraints 

 Domain Constraints 

 Referential integrity Constraints 

 Mapping Entity 
 Mapping Relationship 

 Generalization 

 Specialization 
 keys in DBMS 

 Types of keys in DBMS 
 

2.  Relational Data Model ……….Page(5-15) 
 
 Relational Model 

 Relational Algebra 

 Select Operation (σ) 
 Project Operation (∏) 

 Union Operation (∪) 

 Set Difference (−) 

 Cartesian Product (Χ) 

 Rename Operation (ρ) 

 Relational Calculus 
 Tuple Relational Calculus (TRC) 

 Domain Relational Calculus (DRC) 

 Basics of SQL, DDL,DML,DCL, 

  Structure – creation, alteration,  

 Defining constraints Functions 
 

 

3. Database design ……………………………….. 
 
 Functional Dependency  



 Normalization  
 Normal Form 

 First Normal Form 

 Second normal form 

 Third normal form 

  Decomposition using FD- dependency preservation, 
  BCNF,  

 Multi- valued dependency, 

  4NF,  

 Join dependency and 5NF 

 Problems related with normal forms & solutions 

 
 

4. Query & Transaction Processing 
 
 Transaction concepts 

 Properties of transactions 

 Serializability of transactions 

  Testing for serializability 

  System recovery 
  Two- Phase Commit protocol 

  Recovery and Atomicity 

  Log-based recovery 

 Concurrent executions of transactions and related problems 

  Locking mechanism 
  Solution to concurrency related problems 

  Deadlock, , two-phase locking protocol, 

  Isolation, Intent locking 

 Security 

  Discretionary access control 

  Mandatory Access Control 
  Data Encryption 

 

5. Crash Recovery 

                    

 Failure classification 

 Different types of recovery techniques and their comparative analysis 

 Differed Update, immediate Update 

 Shadow Paging, Check Points 

 On-line backup during database updates 
 Concurrency Control: Concurrency control techniques, locking technologies 

 Time Stamp Ordering, multi version techniques, optimistic techniques, multiple granularity 

 

Unit 1 
Introduction to DBMS 



 
DBMS stands for Database Management System. We can break it like this DBMS = Database + 
Management System. Database is a collection of data and Management System is a set of programs 
to store and retrieve those data. Based on this we can define DBMS like this: DBMS is a collection of 
inter-related data and set of programs to store & access those data in an easy and effective manner. 
 
What is the need of DBMS? 
Database systems are basically developed for large amount of data. When dealing with huge amount 
of data, there are two things that require optimization: Storage of data and retrieval of data. 
 
Storage: According to the principles of database systems, the data is stored in such a way that it 
acquires lot less space as the redundant data (duplicate data) has been removed before storage. 
Let’s take a layman example to understand this: 
In a banking system, suppose a customer is having two accounts, one is saving account and another 
is salary account. Let’s say bank stores saving account data at one place (these places are called 
tables we will learn them later) and salary account data at another place, in that case if the customer 
information such as customer name, address etc. are stored at both places then this is just a wastage 
of storage (redundancy/ duplication of data), to organize the data in a better way the information 
should be stored at one place and both the accounts should be linked to that information somehow. 
The same thing we achieve in DBMS. 
Fast Retrieval of data: Along with storing the data in an optimized and systematic manner, it is also 
important that we retrieve the data quickly when needed. Database systems ensure that the data is 
retrieved as quickly as possible. 
Database Applications – DBMS 
Applications where we use Database Management Systems are: 
• Telecom: There is a database to keeps track of the information regarding calls made, network 
usage, customer details etc. Without the database systems it is hard to maintain that huge amount of 
data that keeps updating every millisecond. 
• Industry: Where it is a manufacturing unit, warehouse or distribution centre, each one needs 
a database to keep the records of ins and outs. For example distribution centre should keep a track 
of the product units that supplied into the centre as well as the products that got delivered out from 
the distribution centre on each day; this is where DBMS comes into picture. 
• Banking System: For storing customer info, tracking day to day credit and debit transactions, 
generating bank statements etc. All this work has been done with the help of Database management 
systems. 
• Education sector: Database systems are frequently used in schools and colleges to store and 
retrieve the data regarding student details, staff details, course details, exam details, payroll data, 
attendance details, fees details etc. There is a hell lot amount of inter-related data that needs to be 
stored and retrieved in an efficient manner. 
• Online shopping: You must be aware of the online shopping websites such as Amazon, 
Flipkart etc. These sites store the product information, your addresses and preferences, credit 
details and provide you the relevant list of products based on your query. All this involves a 
Database management system. 
I have mentioned very few applications, this list is never going to end if we start mentioning all the 
DBMS applications. 



Advantages of DBMS over file system 
Drawbacks of File system: 
• Data Isolation: Because data are scattered in various files, and files may be in different 
formats, writing new application programs to retrieve the appropriate data is difficult. 
• Duplication of data – Redundant data 
• Dependency on application programs – Changing files would lead to change in application 
programs. 
Advantage of DBMS over file system 
There are several advantages of Database management system over file system. Few of them are as 
follows: 
• No redundant data – Redundancy removed by data normalization 
• Data Consistency and Integrity – data normalization takes care of it too 
• Secure – Each user has a different set of access 
• Privacy – Limited access 
• Easy access to data 
• Easy recovery 
• Flexible 
Disadvantages of DBMS: 
• DBMS implementation cost is high compared to the file system 
• Complexity: Database systems are complex to understand 
• Performance: Database systems are generic, making them suitable for various applications. 
However this feature affect their performance for some applications 
• Database systems are made-up of complex data structures. To ease the user interaction with 
database, the developers hide internal irrelevant details from users. This process of hiding 
irrelevant details from user is called data abstraction. 

 

 

 

 

 

 

 

 

 

 



 We have three levels of abstraction: 
Physical level: This is the lowest level of data abstraction. It describes how data is 
actually stored in database. You can get the complex data structure details at this 
level. 

 Logical level: This is the middle level of 3-level data abstraction architecture. It 
describes what data is stored in database. 

 View level: Highest level of data abstraction. This level describes the user 
interaction with database system. 

 Example: Let’s say we are storing customer information in a customer table. 
At physical level these records can be described as blocks of storage (bytes, 
gigabytes, terabytes etc.) in memory. These details are often hidden from the 
programmers. 

 At the logical level these records can be described as fields and attributes along 
with their data types, their relationship among each other can be logically 
implemented. The programmers generally work at this level because they are 
aware of such things about database systems. 

 At view level, user just interact with system with the help of GUI and enter the 
details at the screen, they are not aware of how the data is stored and what data is 
stored; such details are hidden from them. 

 

Instance and schema in DBMS 

Definition of schema: Design of a database is called the schema. Schema is of three 
types: Physical schema, logical schema and view schema. 

The design of a database at physical level is called physical schema, how the data 
stored in blocks of storage is described at this level. 

Design of database at logical level is called logical schema, programmers and database 
administrators work at this level, at this level data can be described as certain types of 
data records gets stored in data structures, however the internal details such as 
implementation of data structure is hidden at this level (available at physical level). 

Design of database at view level is called view schema. This generally describes end 
user interaction with database systems. 

Definition of instance: The data stored in database at a particular moment of time is 
called instance of database. Database schema defines the variable declarations in tables 



that belong to a particular database; the value of these variables at a moment of time is 
called the instance of that database. 

If a database system is not multi-layered, then it becomes difficult to make any changes 
in the database system. Database systems are designed in multi-layers as we learnt 
earlier. 

Data Independence 

A database system normally contains a lot of data in addition to users’ data. For 
example, it stores data about data, known as metadata, to locate and retrieve data 
easily. It is rather difficult to modify or update a set of metadata once it is stored in the 
database. But as a DBMS expands, it needs to change over time to satisfy the 
requirements of the users. If the entire data is dependent, it would become a tedious and 
highly complex job. 

 

Metadata itself follows a layered architecture, so that when we change data at one layer, 
it does not affect the data at another level. This data is independent but mapped to each 
other.  

Data Independence 

Logical data is data about database, that is, it stores information about how data is 
managed inside. For example, a table (relation) stored in the database and all its 
constraints, applied on that relation. 

Logical data independence is a kind of mechanism, which liberalizes itself from actual 
data stored on the disk. If we do some changes on table format, it should not change the 
data residing on the disk. 



Physical Data Independence 

All the schemas are logical, and the actual data is stored in bit format on the disk. 
Physical data independence is the power to change the physical data without impacting 
the schema or logical data. 

For example, in case we want to change or upgrade the storage system itself − suppose 
we want to replace hard-disks with SSD − it should not have any impact on the logical 
data or schemas. 

Mapping Cardinalities 

Cardinality defines the number of entities in one entity set, which can be associated with 
the number of entities of other set via relationship set. 

 One-to-one − One entity from entity set A can be associated with at most one 
entity of entity set B and vice versa. 

 

 One-to-many − One entity from entity set A can be associated with more than one 
entities of entity set B however an entity from entity set B, can be associated with 
at most one entity. 

 



 Many-to-one − More than one entities from entity set A can be associated with at 
most one entity of entity set B, however an entity from entity set B can be 
associated with more than one entity from entity set A. 

 

 Many-to-many − One entity from A can be associated with more than one entity 
from B and vice versa. 

 

 
Relational database systems are expected to be equipped with a query language that 
can assist its users to query the database instances. There are two kinds of query 
languages − relational algebra and relational calculus. 

 

 

Database Users  

Database users are the one who really use and take the benefits of database. There will be different types 
of users depending on their need and way of accessing the database. 



1. Application Programmers - They are the developers who interact with the database by means of DML 
queries. These DML queries are written in the application programs like C, C++, JAVA, Pascal etc. These 
queries are converted into object code to communicate with the database. For example, writing a C 
program to generate the report of employees who are working in particular department will involve a 
query to fetch the data from database. It will include a embedded SQL query in the C Program.  

2. Sophisticated Users - They are database developers, who write SQL queries to select/insert/delete/update 
data. They do not use any application or programs to request the database. They directly interact with the 
database by means of query language like SQL. These users will be scientists, engineers, analysts who 
thoroughly study SQL and DBMS to apply the concepts in their requirement. In short, we can say this 
category includes designers and developers of DBMS and SQL. 

3. Specialized Users - These are also sophisticated users, but they write special database application 
programs. They are the developers who develop the complex programs to the requirement. 

4. Stand-alone Users - These users will have stand –alone database for their personal use. These kinds of 
database will have readymade database packages which will have menus and graphical interfaces. 

5. Native Users - these are the users who use the existing application to interact with the database. For 
example, online library system, ticket booking systems, ATMs etc which has existing application and users 
use them to interact with the database to fulfill their requests.  

Database Administrators 

The life cycle of database starts from designing, implementing to administration of it. A database for any 
kind of requirement needs to be designed perfectly so that it should work without any issues. Once all the 
design is complete, it needs to be installed. Once this step is complete, users start using the database. The 
database grows as the data grows in the database. When the database becomes huge, its performance 
comes down. Also accessing the data from the database becomes challenge. There will be unused memory 
in database, making the memory inevitably huge. These administration and maintenance of database is 
taken care by database Administrator – DBA. 
A DBA has many responsibilities. A good performing database is in the hands of DBA.  

 Installing and upgrading the DBMS Servers: - DBA is responsible for installing a new DBMS server for the 
new projects. He is also responsible for upgrading these servers as there are new versions comes in the 
market or requirement. If there is any failure in upgradation of the existing servers, he should be able 
revert the new changes back to the older version, thus maintaining the DBMS working. He is also 
responsible for updating the service packs/ hot fixes/ patches to the DBMS servers. 

 Design and implementation: - Designing the database and implementing is also DBA’s responsibility. He 
should be able to decide proper memory management, file organizations, error handling, log maintenance 
etc for the database.  

 Performance tuning: - Since database is huge and it will have lots of tables, data, constraints and indices, 
there will be variations in the performance from time to time. Also, because of some designing issues or 
data growth, the database will not work as expected. It is responsibility of the DBA to tune the database 
performance. He is responsible to make sure all the queries and programs works in fraction of seconds.  

 Migrate database servers: - Sometimes, users using oracle would like to shift to SQL server or Netezza. It 
is the responsibility of DBA to make sure that migration happens without any failure, and there is no data 
loss. 

 Backup and Recovery: - Proper backup and recovery programs needs to be developed by DBA and has to 
be maintained him. This is one of the main responsibilities of DBA. Data/objects should be backed up 
regularly so that if there is any crash, it should be recovered without much effort and data loss.  

 Security: - DBA is responsible for creating various database users and roles, and giving them different 
levels of access rights.  

 Documentation: - DBA should be properly documenting all his activities so that if he quits or any new DBA 
comes in, he should be able to understand the database without any effort. He should basically maintain 
all his installation, backup, recovery, security methods. He should keep various reports about database 
performance. 



In order to perform his entire task, he should have very good command over DBMS. 

Types of DBA  

There are different kinds of DBA depending on the responsibility that he owns. 

 Administrative DBA - This DBA is mainly concerned with installing, and maintaining DBMS servers. His 
prime tasks are installing, backups, recovery, security, replications, memory management, configurations 
and tuning. He is mainly responsible for all administrative tasks of a database. 

 Development DBA - He is responsible for creating queries and procedure for the requirement. Basically his 
task is similar to any database developer. 

 Database Architect - Database architect is responsible for creating and maintaining the users, roles, access 
rights, tables, views, constraints and indexes. He is mainly responsible for designing the structure of the 
database depending on the requirement. These structures will be used by developers and development 
DBA to code. 

 Data Warehouse DBA -DBA should be able to maintain the data and procedures from various sources in 
the datawarehouse. These sources can be files, COBOL, or any other programs. Here data and programs 
will be from different sources. A good DBA should be able to keep the performance and function levels 
from these sources at same pace to make the datawarehouse to work. 

 Application DBA -He acts like a bridge between the application program and the database. He makes sure 
all the application program is optimized to interact with the database. He ensures all the activities from 
installing, upgrading, and patching, maintaining, backup, recovery to executing the records works without 
any issues. 

 OLAP DBA - He is responsible for installing and maintaining the database in OLAP systems. He maintains 
only OLAP databases. 

 

Database Model 

A Database model defines the logical design of data. The model describes the relationships between 
different parts of the data. Historically, in database design, three models are commonly used. They are,  

A Database model defines the logical design and structure of a database and defines how data will be 
stored, accessed and updated in a database management system. While the Relational Model is the most 
widely used database model, there are other models too: 
 

 Hierarchical Model 
 Network Model 
 Entity-relationship Model 
 Relational Model 

 

Hierarchical Model 

 In this model each entity has only one parent but can have several children . At the top of hierarchy 
there is only one entity which is called Root.  

 This database model organises data into a tree-like-structure, with a single root, to which all the 
other data is linked. The heirarchy starts from the Root data, and expands like a tree, adding child 
nodes to the parent nodes. 

 In this model, a child node will only have a single parent node. 



 This model efficiently describes many real-world relationships like index of a book, recipes etc. 
 In hierarchical model, data is organised into tree-like structure with one one-to-many relationship 

between two different types of data, for example, one department can have many courses, many 
professors and of-course many students. 

 

 

 

 

 
 

Network Model 

In the network model, entities 
are organised in a graph,in 
which some entities can be accessed through several path  

This is an extension of the Hierarchical model. In this model data is organised more like a graph, and are 
allowed to have more than one parent node. 

In this database model data is more related as more relationships are established in this database model. 
Also, as the data is more related, hence accessing the data is also easier and fast. This database model was 
used to map many-to-many data relationships. 

This was the most widely used database model, before Relational Model was introduced. 

 

 

 



Relational Model 

In this model, data is organised in two-dimesional tables called relations. The tables or relation are related 
to each other.  

In this model, data is organised in two-dimensional tables and the relationship is maintained by storing a 
common field. 

This model was introduced by E.F Codd in 1970, and since then it has been the most widely used database 
model, infact, we can say the only database model used around the world. 

The basic structure of data in the relational model is tables. All the information related to a particular type 
is stored in rows of that table.  

 

 

Entity-relationship Model 

In this database model, relationships are created by dividing object of interest into entity and its 
characteristics into attributes. 

Different entities are related using relationships. 

E-R Models are defined to represent the relationships into pictorial form to make it easier for different 
stakeholders to understand. 

This model is good to design a database, which can then be turned into tables in relational 
model(explained below). 

Let's take an example, If we have to design a School Database, then Student will be 
an entity with attributes name, age, address etc. As Address is generally complex, it can be 



another entity with attributes street name, pincode, city etc, and there will be a relationship between 
them.  

Basic Concepts of ER Model in DBMS 

As we described in the tutorial Database models, Entity-relationship model is a model used for design and 
representation of relationships between data. 

The main data objects are termed as Entities, with their details defined as attributes, some of these 
attributes are important and are used to identity the entity, and different entities are related using 
relationships. 

In short, to understand about the ER Model, we must understand about: 

  Entity and Entity Set 
 What are Attributes? And Types of Attributes. 
 Keys 
 Relationships 

Let's take an example to explain everything. For a School Management Software, we will have to 
store Student information, Teacher information, Classes, Subjects taught in each class etc. 

ER Model: Entity and Entity Set 

Considering the above example, Student is an entity, Teacher is an entity, similarly, Class, Subject etc 
are also entities. 

An Entity is generally a real-world object which has characteristics and holds relationships in a DBMS. 

(Weak Entity is represented by double rectangle and Strong Entity) 

ER Model: Attributes 

If a Student is an Entity, then student's roll no., student's name, student's age, student's gender etc will be 
its attributes. 

An attribute can be of many types, here are different types of attributes defined in ER database model: 

Simple attribute: The attributes with values that are atomic and cannot be broken down further are 
simple attributes. For example, student's age. 

Composite attribute: A composite attribute is made up of more than one simple attribute. For example, 
student's address will contain, house no., street name, pincode etc. 

Derived attribute: These are the attributes which are not present in the whole database management 
system, but are derived using other attributes. For example, average age of students in a class. 

Single-valued attribute: As the name suggests, they have a single value. 

Multi-valued attribute: And, they can have multiple values. 

ER Model: Keys  



If the attribute roll no. can uniquely identify a student entity, amongst all the students, then the 
attribute roll no. will be said to be a key. 

Following are the types of Keys: 

i. Super Key 

ii. Candidate Key 

iii. Primary Key 

iv. Foreign Key 

ER Model: Relationships 

When an Entity is related to another Entity, they are said to have a relationship. For example, 
A Class Entity is related to Student entity, because students study in classes, hence this is a relationship. 

Depending upon the number of entities involved, a degree is assigned to relationships. 

For example, if 2 entities are involved, it is said to be Binary relationship, if 3 entities are involved, it is 
said to be Ternary relationship, and so on. 

 
In the next tutorial, we will learn how to create ER diagrams and design databases using ER diagrams. 

Components of ER Diagram 

Entity, Attributes, Relationships etc form the components of ER Diagram and there are defined symbols 
and shapes to represent each one of them. 

Let's see how we can represent these in our ER Diagram. 

Entity 

Simple rectangular box represents an Entity.  

A simple ER Diagram: 
In the following diagram we have two entities Student and College and their relationship. The relationship 
between Student and College is many to one as a college can have many students however a student 
cannot study in multiple colleges at the same time. Student entity has attributes such as Stu_Id, Stu_Name 
& Stu_Addr and College entity has attributes such as Col_ID & Col_Name. 



 

Rectangle: Represents Entity sets. 
Ellipses: Attributes 
Diamonds: Relationship Set 
Lines: They link attributes to Entity Sets and Entity sets to Relationship Set 
Double Ellipses: Multivalued Attributes 
Dashed Ellipses: Derived Attributes 
Double Rectangles: Weak Entity Sets 
Double Lines: Total participation of an entity in a relationship set 

 

1. Key attribute: Simple Attribute  

      A key attribute can uniquely identify an entity from an entity set. For example, student roll 
number can uniquely identify a student from a set of students. Key attribute is represented by oval 
same as other attributes however the text of key attribute is underlined. 



 

2. Composite attribute: 

        An attribute that is a combination of other attributes is known as composite attribute. For 
example, In student entity, the student address is a composite attribute as an address is composed 
of other attributes such as pin code, state, country. 

 

3. Multivalued attribute: 

An attribute that can hold multiple values is known as multivalued attribute. It is represented 
with double ovals in an ER Diagram. For example – A person can have more than one phone 
numbers so the phone number attribute is multivalued. 

4. Derived attribute: 

• A derived attribute is one whose value is dynamic and derived from another attribute. It is 
represented by dashed oval in an ER Diagram. For example – Person age is a derived 
attribute as it changes over time and can be derived from another attribute (Date of birth). 

• E-R diagram with multivalued and derived attributes: 



 
Going up in this structure is called generalization, where entities are clubbed together to represent a more 
generalized view. For example, a particular student named Mira can be generalized along with all the 
students. The entity shall be a student, and further, the student is a person. The reverse is called 
specialization where a person is a student, and that student is Mira. 

Generalization 

As mentioned above, the process of generalizing entities, where the generalized entities contain the 
properties of all the generalized entities, is called generalization. In generalization, a number of entities are 
brought together into one generalized entity based on their similar characteristics. For example, pigeon, 
house sparrow, crow and dove can all be generalized as Birds. 

 

Specialization 

Specialization is the opposite of generalization. In specialization, a group of entities is divided into sub-
groups based on their characteristics. Take a group ‘Person’ for example. A person has name, date of 
birth, gender, etc. These properties are common in all persons, human beings. But in a company, persons 
can be identified as employee, employer, customer, or vendor, based on what role they play in the 
company. 



 

Similarly, in a school database, persons can be specialized as teacher, student, or a staff, based on what role they 
play in school as entities. 
Aggregation 
 
Aggregation is a process in which a single entity alone is not able to make sense in a relationship so the 
relationship of two entities acts as one entity. I know it sounds confusing but don’t worry the example we 
will take, will clear all the doubts.  

 
Constraints in DBMS 
Constraints enforce limits to the data or type of data that can be 
inserted/updated/deleted from a table. The whole purpose of constraints is to 
maintain the data integrity during an update/delete/insert into a table. In this 
tutorial we will learn several types of constraints that can be created in 
RDBMS.  
Types of constraints 

 NOT NULL 
 UNIQUE 



 DEFAULT 
 CHECK 
 Key Constraints – PRIMARY KEY, FOREIGN KEY 
 Domain constraints 

Mapping constraints 
NOT NULL: 

• NOT NULL constraint makes sure that a column does not hold NULL 
value. When we don’t provide value for a particular column while 
inserting a record into a table, it takes NULL value by default. By 
specifying NULL constraint, we can be sure that a particular column(s) 
cannot have NULL values. 

Example: 
CREATE TABLE STUDENT(  
ROLL_NO INT NOT NULL,  
STU_NAME VARCHAR (35) NOT NULL,  
STU_AGE INT NOT NULL,  
STU_ADDRESS VARCHAR (235),  
PRIMARY KEY (ROLL_NO)  
);  
UNIQUE: 
UNIQUE Constraint enforces a column or set of columns to have unique 
values. If a column has a unique constraint, it means that particular column 
cannot have duplicate values in a table.  
CREATE TABLE STUDENT(  
ROLL_NO INT NOT NULL,  
STU_NAME VARCHAR (35) NOT NULL UNIQUE,  
STU_AGE INT NOT NULL,  
STU_ADDRESS VARCHAR (35) UNIQUE,  
PRIMARY KEY (ROLL_NO)  
);  
DEFAULT: 
The DEFAULT constraint provides a default value to a column when there is 
no value provided while inserting a record into a table.  
CREATE TABLE STUDENT( 
ROLL_NO   INT  NOT NULL, 
STU_NAME VARCHAR (35) NOT NULL, 
STU_AGE INT NOT NULL, 
EXAM_FEE INT  DEFAULT 10000, 
STU_ADDRESS VARCHAR (35) , 



PRIMARY KEY (ROLL_NO) 
);  
CHECK: 
This constraint is used for specifying range of values for a particular column of 
a table. When this constraint is being set on a column, it ensures that the 
specified column must have the value falling in the specified range.  
CREATE TABLE STUDENT( 
ROLL_NO   INT  NOT NULL CHECK(ROLL_NO >1000) , 
STU_NAME VARCHAR (35)  NOT NULL, 
STU_AGE INT  NOT NULL, 
EXAM_FEE INT DEFAULT 10000, 
STU_ADDRESS VARCHAR (35) , 
PRIMARY KEY (ROLL_NO) 
);  
In the above example we have set the check constraint on ROLL_NO column 
of STUDENT table. Now, the ROLL_NO field must have the value greater 
than 1000.  
Key constraints: 

• PRIMARY KEY: 
• Primary key uniquely identifies each record in a table. It must have 

unique values and cannot contain nulls. In the below example the 
ROLL_NO field is marked as primary key, that means the ROLL_NO 
field cannot have duplicate and null values. 
CREATE TABLE STUDENT( 
ROLL_NO   INT  NOT NULL, 
STU_NAME VARCHAR (35)  NOT NULL UNIQUE, 
STU_AGE INT NOT NULL, 
STU_ADDRESS VARCHAR (35) UNIQUE, 
PRIMARY KEY (ROLL_NO) 
); 
FOREIGN KEY: 
Foreign keys are the columns of a table that points to the primary key of 
another table. They act as a cross-reference between tables.  

• Domain constraints: 
• Each table has certain set of columns and each column allows a same type 

of data, based on its data type. The column does not accept values of any 
other data type. 



Domain constraints are user defined data type and we can define them 
like this: 

• Domain Constraint = data type + Constraints (NOT NULL / UNIQUE / 
PRIMARY KEY / FOREIGN KEY / CHECK / DEFAULT)  
  
 

 
 

 

Unit:-2 

Relational Data Model 

 
Relational Data Model Concepts: 
Relational data model is the primary data model, which is used widely around the world for data storage 
and processing. This model is simple and it has all the properties and capabilities required to process data 
with storage efficiency. 

Concepts 

Tables − In relational data model, relations are saved in the format of Tables. This format stores the 
relation among entities. A table has rows and columns, where rows represents records and columns 
represent the attributes. 

Tuple − A single row of a table, which contains a single record for that relation is called a tuple. 

Relation instance − A finite set of tuples in the relational database system represents relation instance. 
Relation instances do not have duplicate tuples. 

Relation schema − A relation schema describes the relation name (table name), attributes, and their 
names. 

Relation key − Each row has one or more attributes, known as relation key, which can identify the row in 
the relation (table) uniquely. 



Attribute domain − Every attribute has some pre-defined value scope, known as attribute domain. 

Constraints 

Every relation has some conditions that must hold for it to be a valid relation. These conditions are called 
Relational Integrity Constraints. There are three main integrity constraints − 

 Key constraints 
 Domain constraints 
 Referential integrity constraints 

Key Constraints 

There must  be at least one minimal subset of attributes in the relation, which can identify a tuple 
uniquely. This minimal subset of attributes is called key for that relation. If there are more than one such 
minimal subset, these are called candidate keys. 

Key constraints force that − 

 in a relation with a key attribute, no two tuples can have identical values for key attributes. 
 a key attribute can not have NULL values. 

Key constraints are also referred to as Entity Constraints. 

Domain Constraints 

Attributes have specific values in real-world scenario. For example, age can only be a positive integer. 
The same constraints have been tried to employ on the attributes of a relation. Every attribute is bound to 
have a specific range of values. For example, age cannot be less than zero and telephone numbers cannot 
contain a digit outside 0-9. 

Referential integrity Constraints 

Referential integrity constraints work on the concept of Foreign Keys. A foreign key is a key attribute of a 
relation that can be referred in other relation. 

Referential integrity constraint states that if a relation refers to a key attribute of a different or same 
relation, then that key element must exist. 

ER Model, when conceptualized into diagrams, gives a good overview of entity-relationship, which is 
easier to understand. ER diagrams can be mapped to relational schema, that is, it is possible to create 
relational schema using ER diagram. We cannot import all the ER constraints into relational model, but an 
approximate schema can be generated. 

There are several processes and algorithms available to convert ER Diagrams into Relational Schema. 
Some of them are automated and some of them are manual. We may focus here on the mapping diagram 
contents to relational basics. 

ER diagrams mainly comprise of − 

 Entity and its attributes 
 Relationship, which is association among entities. 



Mapping Entity 

An entity is a real-world object with some attributes. 

 

Mapping Process (Algorithm) 

 Create table for each entity. 
 Entity's attributes should become fields of tables with their respective data types. 
 Declare primary key. 

Mapping Relationship 

A relationship is an association among entities. 

 

Mapping Process 

 Create table for a relationship. 
 Add the primary keys of all participating Entities as fields of table with their respective data types. 
 If relationship has any attribute, add each attribute as field of table. 
 Declare a primary key composing all the primary keys of participating entities. 
 Declare all foreign key constraints. 

Mapping Weak Entity Sets 

A weak entity set is one which does not have any primary key associated with it. 



 

Mapping Process 

 Create table for weak entity set. 
 Add all its attributes to table as field. 
 Add the primary key of identifying entity set. 
 Declare all foreign key constraints. 

Mapping Hierarchical Entities 

ER specialization or generalization comes in the form of hierarchical entity sets. 

 

Mapping Process 

 Create tables for all higher-level entities. 
 Create tables for lower-level entities. 
 Add primary keys of higher-level entities in the table of lower-level entities. 
 In lower-level tables, add all other attributes of lower-level entities. 
 Declare primary key of higher-level table and the primary key for lower-level table. 
 Declare foreign key constraints. 



 
The ER Model has the power of expressing database entities in a conceptual hierarchical manner. As the 
hierarchy goes up, it generalizes the view of entities, and as we go deep in the hierarchy, it gives us the 
detail of every entity included. 

 

Inheritance 

We use all the above features of ER-Model in order to create classes of objects in object-oriented 
programming. The details of entities are generally hidden from the user; this process known as 
abstraction. 

Inheritance is an important feature of Generalization and Specialization. It allows lower-level entities to 
inherit the attributes of higher-level entities. 

 

For example, the attributes of a Person class such as name, age, and gender can be inherited by lower-level 
entities such as Student or Teacher. 

Constraints 
 

Constraints are the conditions forced on the columns of the table to meet the data integrity. We have 
seen above what types of data integrities exists in the database. Now let see what constraints can be 
applied on tables so that data integrity is met. 

 



keys in DBMS 
Key plays an important role in relational database; it is used for identifying unique rows 
from table. It also establishes relationship among tables. 

Types of keys in DBMS 
Primary Key – A primary is a column or set of columns in a table that uniquely identifies 
tuples (rows) in that table. 

Super Key – A super key is a set of one of more columns (attributes) to uniquely identify 
rows in a table. 

Candidate Key – A super key with no redundant attribute is known as candidate key 

Alternate Key – Out of all candidate keys, only one gets selected as primary key, 
remaining keys are known as alternate or secondary keys. 

Composite Key – A key that consists of more than one attribute to uniquely identify rows 
(also known as records & tuples) in a table is called composite key. 

Foreign Key – Foreign keys are the columns of a table that points to the primary key of 
another table. They act as a cross-reference between tables. 

Primary key in DBMS 

Definition: A primary is a column or set of columns in a table that uniquely 
identifies tuples (rows) in that table. 

Example: 
Student Table 

Stu_Id Stu_Name Stu_Age 

101 Steve 23 

102 John 24 

103 Robert 28 

104 Carl 22 

In the above Student table, the Stu_Id column uniquely identifies each row of the table. 

Note: 

 We denote the primary key by underlining the column name. 



 The value of primary key should be unique for each row of the table. Primary key 
column cannot contain duplicate values. 

 Primary key column should not contain nulls. 
 Primary keys are not necessarily to be a single column; more than one column can 

also be a primary key for a table. For e.g. {Stu_Id, Stu_Name} collectively can play a 
role of primary key in the above table, but that does not make sense 
because Stu_Id alone is enough to uniquely identifies rows in a table then why to  
make things complex. Having that said, we should choose more than one columns 
as primary key only when there is no single column that can play the role of primary 
key. 

How to choose a primary key? 
There are two ways: Either to create a column and let database automatically have 
numbers in increasing order for each row or choose a column yourself making sure that 
it does not contain duplicates and nulls. For e.g. in the above Student table, 
The Stu_Name column cannot be a primary key as more than one people can have same 
name, similarly the Stu_Age column cannot play a primary key role as more than one 
persons can have same age. 

Super key in DBMS 

Definition: A super key is a set or one of more columns (attributes) to uniquely identify 
rows in a table. Often people get confused between super key and candidate key, so we 
will also discuss a little about candidate key here. 

How candidate key is different from super key? 
Answer is simple – Candidate keys are selected from the set of super keys, the only 
thing we take care while selecting candidate key is: It should not have any redundant 
attribute. That’s the reason they are also termed as minimal super key. 

Let’s take an example to understand this: Employee table 

 

Emp_SSN Emp_Number Emp_Name 

123456789 226 Steve 

999999321 227 Ajeet 

888997212 228 Chaitanya 

777778888 229 Robert 

Super keys: 



 {Emp_SSN} 
 {Emp_Number} 
 {Emp_SSN, Emp_Number} 
 {Emp_SSN, Emp_Name} 
 {Emp_SSN, Emp_Number, Emp_Name} 
 {Emp_Number, Emp_Name} 

All of the above sets are able to uniquely identify rows of the employee table. 

Candidate Keys: 
As I stated above, they are the minimal super keys with no redundant attributes. 

 {Emp_SSN} 
 {Emp_Number} 

Only these two sets are candidate keys as all other sets are having redundant attributes 
that are not necessary for unique identification. 

Primary key: 
Primary key is being selected from the sets of candidate keys by database designer. So 
Either {Emp_SSN} or {Emp_Number} can be the primary key. 

Foreign key in DBMS 
Definition: Foreign keys are the columns of a table that points to the primary key of 
another table. They act as a cross-reference between tables. 

For example: 
In the below example the Stu_Id column in Course_enrollment table is a foreign key as it 
points to the primary key of the Student table. 

Course_enrollment table: 

Course_Id Stu_Id 

C01 101 

C02 102 

C03 101 

C05 102 

C06 103 

C07 102 



 

Student table: 

 Stu_Id  Stu_Name  Stu_Age 

101 Chaitanya 22 

102 Arya 26 

103 Bran 25 

104 Jon 21 

 
 
 
 
 
 
 
 

 Stu_Id  Stu_Name  Stu_Age 

101 Chaitanya 22 

102 Arya 26 

103 Bran 25 

104 Jon 21 

 
Note: Practically, the foreign key has nothing to do with the primary key tag of another 
table, if it points to a unique column (not necessarily a primary key) of another table then 
too, it would be a foreign key. So, a correct definition of foreign key would be: Foreign 
keys are the columns of a table that points to the candidate key of another table. 

Candidate Key in DBMS 
A super key with no redundant attribute is known as candidate key. Candidate keys are 
selected from the set of super keys, the only thing we take care while selecting candidate 
key is: It should not have any redundant attributes. That’s the reason they are also 
termed as minimal super key. 

For example: 



Emp_Id Emp_Number Emp_Name 

E01 2264 Steve 

E22 2278 Ajeet 

E23 2288 Chaitanya 

E45 2290 Robert 

There are two candidate keys in above table: 
{Emp_Id} 
{Emp_Number} 
Note: A primary key is being selected from the group of candidate keys. That means we 
can either have Emp_Id or Emp_Number as primary key. 

Composite key in DBMS 
A key that consists of more than one attribute to uniquely identify rows (also known as 
records & tuples) in a table is called composite key. It is also known as compound key. 

Example: Table – Sales 

cust_Id order_Id product_code product_count 

C01 O001 P007 23 

C02 O123 P007 19 

C02 O123 P230 82 

C01 O001 P890 42 

Key in above table: {cust_id, order_id} 
This is a composite key as it consists of more than one attribute. 

Alternate key in DBMS 
Out of all candidate keys, only one gets selected as primary key, remaining keys are 
known as alternative or secondary keys. 

For example: Consider the below table 



 

 

Emp_Id Emp_Number Emp_Name 

E01 2264 Steve 

E22 2278 Ajeet 

E23 2288 Chaitanya 

E45 2290 Robert 

There are two candidate keys in above table: 
{Emp_Id} 
{Emp_Number} 
Since we have selected Emp_Id as primary key, the remaining key Emp_Number would be 
called alternative or secondary key. 

Relational Algebra 

Relational algebra is a procedural query language, which takes instances of relations as input and yields 
instances of relations as output. It uses operators to perform queries. An operator can be either unary or 
binary. They accept relations as their input and yield relations as their output. Relational algebra is 
performed recursively on a relation and intermediate results are also considered relations. 

The fundamental operations of relational algebra are as follows − 

 Select 
 Project 
 Union 
 Set different 
 Cartesian product 
 Rename 

We will discuss all these operations in the following sections. 

Select Operation (σ) 

It selects tuples that satisfy the given predicate from a relation. 

Notation − σp(r) 

Where σ stands for selection predicate and r stands for relation. p is prepositional logic formula which 
may use connectors like and, or, and not. These terms may use relational operators like − =, ≠, ≥, < ,  >, 
 ≤. 



For example − 

σsubject = "database"(Books) 

Output − Selects tuples from books where subject is 'database'. 

σsubject = "database" and price = "450"(Books) 

Output − Selects tuples from books where subject is 'database' and 'price' is 450. 

σsubject = "database" and price = "450" or year > "2010"(Books) 

Output − Selects tuples from books where subject is 'database' and 'price' is 450 or those books published 
after 2010. 

Project Operation (∏) 

It projects column(s) that satisfy a given predicate. 

Notation − ∏A1, A2, An (r) 

Where A1, A2 , An are attribute names of relation r. 

Duplicate rows are automatically eliminated, as relation is a set. 

For example − 

∏subject, author (Books) 

Selects and projects columns named as subject and author from the relation Books. 

Union Operation (∪) 

It performs binary union between two given relations and is defined as − 

r ∪ s = { t | t ∈ r or t ∈ s} 

Notation − r U s  

Where r and s are either database relations or relation result set (temporary relation). 

For a union operation to be valid, the following conditions must hold − 

 r, and s must have the same number of attributes. 
 Attribute domains must be compatible. 
 Duplicate tuples are automatically eliminated. 

∏ author (Books) ∪ ∏ author (Articles) 

Output − Projects the names of the authors who have either written a book or an article or both. 



Set Difference (−) 

The result of set difference operation is tuples, which are present in one relation but are not in the second 
relation. 

Notation − r − s 

Finds all the tuples that are present in r but not in s. 

∏ author (Books) − ∏ author (Articles) 

Output − Provides the name of authors who have written books but not articles. 

Cartesian Product (Χ) 

Combines information of two different relations into one.  

Notation − r Χ s 

Where r and s are relations and their output will be defined as − 

r Χ s = { q t | q ∈ r and t ∈ s} 

σauthor = 'tutorialspoint'(Books Χ Articles) 

Output − Yields a relation, which shows all the books and articles written by tutorialspoint. 

Rename Operation (ρ) 

The results of relational algebra are also relations but without any name. The rename operation allows us 
to rename the output relation. 'rename' operation is denoted with small Greek letter rho ρ. 

Notation − ρ x (E) 

Where the result of expression E is saved with name of x. 

Additional operations are − 

 Set intersection 
 Assignment 
 Natural join 

Relational Calculus 

In contrast to Relational Algebra, Relational Calculus is a non-procedural query language, that is, it tells 
what to do but never explains how to do it. 

Relational calculus exists in two forms − 



Tuple Relational Calculus (TRC) 

Filtering variable ranges over tuples 

Notation − {T | Condition}  

Returns all tuples T that satisfies a condition. 

For example − 

{ T.name |  Author(T) AND T.article = 'database' } 

Output − Returns tuples with 'name' from Author who has written article on 'database'. 

TRC can be quantified. We can use Existential (∃) and Universal Quantifiers (∀). 

For example − 

{ R| ∃T   ∈ Authors(T.article='database' AND R.name=T.name)} 

Output − The above query will yield the same result as the previous one. 

Domain Relational Calculus (DRC) 

In DRC, the filtering variable uses the domain of attributes instead of entire tuple values (as done in TRC, 
mentioned above). 

Notation − 

{ a1, a2, a3, ..., an | P (a1, a2, a3, ... ,an)} 

Where a1, a2 are attributes and P stands for formulae built by inner attributes. 

For example − 

{< article, page, subject > |  ∈ TutorialsPoint ∧ subject = 'database'} 

Output − Yields Article, Page, and Subject from the relation TutorialsPoint, where subject is database. 

Just like TRC, DRC can also be written using existential and universal quantifiers. DRC also involves 
relational operators. 

The expression power of Tuple Relation Calculus and Domain Relation Calculus is equivalent to 
Relational Algebra. 

SQL Concepts 
Structure Query Language(SQL) is a programming language used for storing and managing data in 
RDBMS. SQL was the first commercial language introduced for E.F Codd's Relational model. Today 



almost all RDBMS(MySql, Oracle, Infomix, Sybase, MS Access) uses SQL as the standard database 
language. SQL is used to perform all type of data operations in RDBMS. 

Introduction to SQL 

Structure Query Language(SQL) is a programming language used for storing and managing data in 
RDBMS. SQL was the first commercial language introduced for E.F Codd's Relational model. Today 
almost all RDBMS(MySql, Oracle, Infomix, Sybase, MS Access) uses SQL as the standard database 
language. SQL is used to perform all type of data operations in RDBMS. 

 

SQL Command 

SQL defines following data languages to manipulate data of RDBMS.  

 

DDL : Data Definition Language 

All DDL commands are auto-committed. That means it saves all the changes permanently in the database.  

Command Description 

Create to create new table or database 

Alter for alteration 

Truncate delete data from table 

Drop to drop a table 

Rename to rename a table 

 

DML : Data Manipulation Language 

DML commands are not auto-committed. It means changes are not permanent to database, they can be 
rolled back.  

Command Description 

insert to insert a new row 

update to update existing row 

delete to delete a row 

merge merging two rows or two tables 

 



TCL : Transaction Control Language 

These commands are to keep a check on other commands and their affect on the database. These 
commands can annul changes made by other commands by rolling back to original state. It can also make 
changes permanent. 

Command Description 

commit to permanently save 

rollback to undo change 

savepoint to save temporarily 

 

DCL : Data Control Language 

Data control language provides command to grant and take back authority. 

Command Description 

grant grant permission of right 

revoke take back permission. 

 

DQL : Data Query Language 

Command Description 

Select retrieve records from one or more table 

create command 

create is a DDL command used to create a table or a database.  

 

Creating a Database 

To create a database in RDBMS, create command is uses. Following is the Syntax,  

create database database-name; 

 

Example for Creating Database 
create database Test; 

The above command will create a database named Test. 



 

Creating a Table 

create command is also used to create a table. We can specify names and datatypes of various columns 
along.Following is the Syntax, 

create table table-name 
{ 
 column-name1 datatype1, 
 column-name2 datatype2, 
 column-name3 datatype3, 
 column-name4 datatype4 
}; 

create table command will tell the database system to create a new table with given table name and 
column information.  

 

Example for creating Table 
create table Student(id int, name varchar, age int); 

The above command will create a new table Student in database system with 3 columns, namely id, name 
and age. 

alter command 

alter command is used for alteration of table structures. There are various uses of alter command, such as, 

 to add a column to existing table 
 to rename any existing column 
 to change datatype of any column or to modify its size. 
 alter is also used to drop a column. 

 

To Add Column to existing Table 

Using alter command we can add a column to an existing table. Following is the Syntax, 

alter table table-name add(column-name datatype); 

Here is an Example for this, 

alter table Student add(address char);  

The above command will add a new column address to the Student table 

 

To Add Multiple Column to existing Table 

Using alter command we can even add multiple columns to an existing table. Following is the Syntax, 



alter table table-name add(column-name1 datatype1, column-name2 datatype2, column-
name3 datatype3); 

Here is an Example for this, 

alter table Student add(father-name varchar(60), mother-name varchar(60), dob date);  

The above command will add three new columns to the Student table 

 

To Add column with Default Value 

alter command can add a new column to an existing table with default values. Following is the Syntax, 

alter table table-name add(column-name1 datatype1 default data); 

Here is an Example for this, 

alter table Student add(dob date default '1-Jan-99');  

The above command will add a new column with default value to the Student table 

 

To Modify an existing Column 

alter command is used to modify data type of an existing column . Following is the Syntax, 

alter table table-name modify(column-name datatype); 

Here is an Example for this, 

alter table Student modify(address varchar(30));  

The above command will modify address column of the Student table 

 

To Rename a column 

Using alter command you can rename an existing column. Following is the Syntax, 

alter table table-name rename old-column-name to column-name; 

Here is an Example for this, 

alter table Student rename address to Location;  

The above command will rename address column to Location. 

 



To Drop a Column 

alter command is also used to drop columns also. Following is the Syntax, 

alter table table-name drop(column-name); 

Here is an Example for this, 

alter table Student drop(address);  

The above command will drop address column from the Student table 

SQL queries to Truncate, Drop or Rename a Table 

truncate command 

truncate command removes all records from a table. But this command will not destroy the table's 
structure. When we apply truncate command on a table its Primary key is initialized. Following is its 
Syntax, 

truncate table table-name 

Here is an Example explaining it. 

truncate table Student; 

The above query will delete all the records of Student table. 

truncate command is different from delete command. delete command will delete all the rows from a 
table whereas truncate command re-initializes a table(like a newly created table). 

For eg. If you have a table with 10 rows and an auto_increment primary key, if you use delete command 
to delete all the rows, it will delete all the rows, but will not initialize the primary key, hence if you will 
insert any row after using delete command, the auto_increment primary key will start from 11. But in case 
of truncate command, primary key is re-initialized. 

 

drop command 

drop query completely removes a table from database. This command will also destroy the table structure. 
Following is its Syntax, 

drop table table-name 

Here is an Example explaining it. 

drop table Student; 

The above query will delete the Student table completely. It can also be used on Databases. For Example, 
to drop a database, 

 drop database Test; 



The above query will drop a database named Test from the system. 

 

rename query 

rename command is used to rename a table. Following is its Syntax, 

rename table old-table-name to new-table-name 

Here is an Example explaining it. 

rename table Student to Student-record; 

The above query will rename Student table to Student-record. 

DML command 

Data Manipulation Language (DML) statements are used for managing data in database. DML commands 
are not auto-committed. It means changes made by DML command are not permanent to database, it can 
be rolled back.  

 

1) INSERT command 

Insert command is used to insert data into a table. Following is its general syntax,  

INSERT into table-name values(data1,data2,..) 

Lets see an example, 

Consider a table Student with following fields. 

S_id S_Name age 

INSERT into Student values(101,'Adam',15); 

The above command will insert a record into Student table. 

S_id S_Name age 

101 Adam 15 

 

Example to Insert NULL value to a column 

Both the statements below will insert NULL value into age column of the Student table. 

INSERT into Student(id,name) values(102,'Alex'); 

Or, 



INSERT into Student values(102,'Alex',null); 

The above command will insert only two column value other column is set to null. 

S_id S_Name age 

101 Adam 15 

102 Alex  

 

Example to Insert Default value to a column 
INSERT into Student values(103,'Chris',default) 

S_id S_Name age 

101 Adam 15 

102 Alex  

103 Chris 14 

Suppose the age column of student table has default value of 14.  

Also, if you run the below query, it will insert default value into the age column, whatever the default 
value may be. 

INSERT into Student values(103,'Chris') 

 

2) UPDATE command 

Update command is used to update a row of a table. Following is its general syntax, 

UPDATE table-name set column-name = value where condition; 

Lets see an example, 

update Student set age=18 where s_id=102; 

S_id S_Name age 

101 Adam 15 

102 Alex 18 

103 Chris 14 

 

Example to Update multiple columns 
UPDATE Student set s_name='Abhi',age=17 where s_id=103;  



The above command will update two columns of a record. 

S_id S_Name age 

101 Adam 15 

102 Alex 18 

103 Abhi 17 

 

3) Delete command 

Delete command is used to delete data from a table. Delete command can also be used with condition to 
delete a particular row. Following is its general syntax, 

DELETE from table-name; 

 

Example to Delete all Records from a Table 
DELETE from Student; 

The above command will delete all the records from Student table. 

 

Example to Delete a particular Record from a Table 

Consider the following Student table 

S_id S_Name age 

101 Adam 15 

102 Alex 18 

103 Abhi 17 

DELETE from Student where s_id=103; 

The above command will delete the record where s_id is 103 from Student table. 

S_id S_Name age 

101 Adam 15 

102 Alex 18 



CL command 

Transaction Control Language(TCL) commands are used to manage transactions in database.These are 
used to manage the changes made by DML statements. It also allows statements to be grouped together 
into logical transactions.  

 

Commit command 

Commit command is used to permanently save any transaaction into database.  

Following is Commit command's syntax, 

commit; 

 

 

Rollback command 

This command restores the database to last commited state. It is also use with savepoint command to jump 
to a savepoint in a transaction.  

Following is Rollback command's syntax, 

rollback to savepoint-name; 

 

Savepoint command 

savepoint command is used to temporarily save a transaction so that you can rollback to that point 
whenever necessary. 

Following is savepoint command's syntax, 

savepoint savepoint-name; 

 

Example of Savepoint and Rollback 

Following is the class table, 

ID NAME 

1 abhi 

2 adam 

4 alex 

Lets use some SQL queries on the above table and see the results. 



INSERT into class values(5,'Rahul'); 
commit; 
UPDATE class set name='abhijit' where id='5'; 
savepoint A; 
INSERT into class values(6,'Chris'); 
savepoint B; 
INSERT into class values(7,'Bravo'); 
savepoint C; 
SELECT * from class; 

The resultant table will look like, 

ID NAME 

1 abhi 

2 adam 

4 alex 

5 abhijit 

6 chris 

7 bravo 

Now rollback to savepoint B 

rollback to B; 
SELECT * from class; 

The resultant table will look like 

ID NAME 

1 abhi 

2 adam 

4 alex 

5 abhijit 

6 chris 

Now rollback to savepoint A 

rollback to A; 
SELECT * from class; 

The result table will look like 



ID NAME 

1 abhi 

2 adam 

4 alex 

5 abhijit 

 

DCL command 

Data Control Language(DCL) is used to control privilege in Database. To perform any operation in the 
database, such as for creating tables, sequences or views we need privileges. Privileges are of two types,  

 System : creating session, table etc are all types of system privilege. 
 Object : any command or query to work on tables comes under object privilege. 

DCL defines two commands, 

 Grant : Gives user access privileges to database. 
 Revoke : Take back permissions from user. 

 

To Allow a User to create Session 
grant create session to username; 

 

To Allow a User to create Table 
grant create table to username; 

 

To provide User with some Space on Tablespace to store Table 
alter user username quota unlimited on system; 

 

To Grant all privilege to a User 
grant sysdba to username 

 

To Grant permission to Create any Table 
grant create any table to username 

 

To Grant permission to Drop any Table 
grant drop any table to username 

 

To take back Permissions 
revoke create table from username 
 



WHERE clause 

Where clause is used to specify condition while retriving data from table. Where clause is used mostly 
with Select, Update and Delete query. If condititon specified by where clause is true then only the result 
from table is returned. 

 

Syntax for WHERE clause 
SELECT column-name1,  
 column-name2,  
 column-name3,  
 column-nameN  
from table-name WHERE [condition]; 

 

Example using WHERE clause 

Consider a Student table, 

s_id s_Name age address 

101 Adam 15 Noida 

102 Alex 18 Delhi 

103 Abhi 17 Rohtak 

104 Ankit 22 Panipat 

Now we will use a SELECT statement to display data of the table, based on a condition, which we will 
add to the SELECT query using WHERE clause. 

SELECT s_id,  
 s_name,  
 age,  
 address  
from Student WHERE s_id=101;  

s_id s_Name age address 

101 Adam 15 Noida 

SELECT Query 

Select query is used to retrieve data from a tables. It is the most used SQL query. We can retrieve 
complete tables, or partial by mentioning conditions using WHERE clause.  

 

Syntax of SELECT Query 
SELECT column-name1, column-name2, column-name3, column-nameN from table-name;  

 



Example for SELECT Query 

Conside the following Student table, 

S_id S_Name age address 

101 Adam 15 Noida 

102 Alex 18 Delhi 

103 Abhi 17 Rohtak 

104 Ankit 22 Panipat 

SELECT s_id, s_name, age from Student. 

The above query will fetch information of s_id, s_name and age column from Student table 

S_id S_Name age 

101 Adam 15 

102 Alex 18 

103 Abhi 17 

104 Ankit 22 

 

Example to Select all Records from Table 

A special character asterisk * is used to address all the data(belonging to all columns) in a query. SELECT 
statement uses * character to retrieve all records from a table. 

SELECT * from student;  

The above query will show all the records of Student table, that means it will show complete Student table 
as result. 

S_id S_Name age address 

101 Adam 15 Noida 

102 Alex 18 Delhi 

103 Abhi 17 Rohtak 

104 Ankit 22 Panipat 

 



Example to Select particular Record based on Condition 
SELECT * from Student WHERE s_name = 'Abhi'; 

103 Abhi 17 Rohtak 

 

Example to Perform Simple Calculations using Select Query 

Conside the following Employee table. 

eid Name age salary 

101 Adam 26 5000 

102 Ricky 42 8000 

103 Abhi 22 10000 

104 Rohan 35 5000 

SELECT eid, name, salary+3000  from Employee; 

The above command will display a new column in the result, showing 3000 added into existing salaries of 
the employees. 

eid Name salary+3000 

101 Adam 8000 

102 Ricky 11000 

103 Abhi 13000 

104 Rohan 8000 

Like clause 

Like clause is used as condition in SQL query. Like clause compares data with an expression using 
wildcard operators. It is used to find similar data from the table.  

 

Wildcard operators 

There are two wildcard operators that are used in like clause.  

 Percent sign % : represents zero, one or more than one character. 
 Underscore sign _ : represents only one character. 

 



Example of LIKE clause 

Consider the following Student table. 

s_id s_Name age 

101 Adam 15 

102 Alex 18 

103 Abhi 17 

SELECT * from Student where s_name like 'A%'; 

The above query will return all records where s_name starts with character 'A'. 

s_id s_Name age 

101 Adam 15 

102 Alex 18 

103 Abhi 17 

 

Example 
SELECT * from Student where s_name like '_d%'; 

The above query will return all records from Student table where s_name contain 'd' as second character. 

s_id s_Name age 

101 Adam 15 

 

Example 
SELECT * from Student where s_name like '%x'; 

The above query will return all records from Student table where s_name contain 'x' as last character. 

s_id s_Name age 

102 Alex 18 

Order By Clause 

Order by clause is used with Select statement for arranging retrieved data in sorted order. The Order by 
clause by default sort data in ascending order. To sort data in descending order DESC keyword is used 
with Order by clause.  



 

Syntax of Order By 
SELECT column-list|* from table-name order by asc|desc;  

 

 

Example using Order by 

Consider the following Emp table, 

eid name age salary 

401 Anu 22 9000 

402 Shane 29 8000 

403 Rohan 34 6000 

404 Scott 44 10000 

405 Tiger 35 8000 

SELECT * from Emp order by salary;  

The above query will return result in ascending order of the salary. 

eid name age salary 

403 Rohan 34 6000 

402 Shane 29 8000 

405 Tiger 35 8000 

401 Anu 22 9000 

404 Scott 44 10000 

 

Example of Order by DESC 

Consider the Emp table described above, 

SELECT * from Emp order by salary DESC; 

The above query will return result in descending order of the salary. 

eid name age salary 



404 Scott 44 10000 

401 Anu 22 9000 

405 Tiger 35 8000 

402 Shane 29 8000 

403 Rohan 34 6000 

Group By Clause 

Group by clause is used to group the results of a SELECT query based on one or more columns. It is also 
used with SQL functions to group the result from one or more tables. 

Syntax for using Group by in a statement. 

SELECT column_name, function(column_name) 
FROM table_name  
WHERE condition  
GROUP BY column_name 

 

Example of Group by in a Statement 

Consider the following Emp table. 

eid name age salary 

401 Anu 22 9000 

402 Shane 29 8000 

403 Rohan 34 6000 

404 Scott 44 9000 

405 Tiger 35 8000 

Here we want to find name and age of employees grouped by their salaries 

SQL query for the above requirement will be, 

SELECT name, age  
from Emp group by salary 

Result will be, 

name age 



Rohan 34 

shane 29 

anu 22 

 

Example of Group by in a Statement with WHERE clause 

Consider the following Emp table 

eid name age salary 

401 Anu 22 9000 

402 Shane 29 8000 

403 Rohan 34 6000 

404 Scott 44 9000 

405 Tiger 35 8000 

SQL query will be, 

select name, salary  
from Emp  
where age > 25 
group by salary 

Result will be. 

name salary 

Rohan 6000 

Shane 8000 

Scott 9000 

You must remember that Group By clause will always come at the end, just like the Order by clause. 

HAVING Clause 

having clause is used with SQL Queries to give more precise condition for a statement. It is used to 
mention condition in Group based SQL functions, just like WHERE clause. 

Syntax for having will be, 



select column_name, function(column_name) 
FROM table_name 
WHERE column_name condition 
GROUP BY column_name 
HAVING function(column_name) condition 

 

Example of HAVING Statement 

Consider the following Sale table. 

oid order_name previous_balance customer 

11 ord1 2000 Alex 

12 ord2 1000 Adam 

13 ord3 2000 Abhi 

14 ord4 1000 Adam 

15 ord5 2000 Alex 

Suppose we want to find the customer whose previous_balance sum is more than 3000. 

We will use the below SQL query, 

SELECT * 
from sale group customer 
having sum(previous_balance) > 3000 

Result will be, 

oid order_name previous_balance customer 

11 ord1 2000 Alex 

 

 

 

 



Unit:-3 

Database design 
 

Functional Dependency 

Functional dependency (FD) is a set of constraints between two attributes in a relation. Functional 
dependency says that if two tuples have same values for attributes A1, A2,..., An, then those two tuples 
must have to have same values for attributes B1, B2, ..., Bn. 

Functional dependency is represented by an arrow sign (→) that is, X→Y, where X functionally 
determines Y. The left-hand side attributes determine the values of attributes on the right-hand side. 

Armstrong's Axioms 

If F is a set of functional dependencies then the closure of F, denoted as F+, is the set of all functional 
dependencies logically implied by F. Armstrong's Axioms are a set of rules, that when applied repeatedly, 
generates a closure of functional dependencies. 

 Reflexive rule − If alpha is a set of attributes and beta is_subset_of alpha, then alpha holds beta. 
 Augmentation rule − If a → b holds and y is attribute set, then ay → by also holds. That is adding 

attributes in dependencies, does not change the basic dependencies. 
 Transitivity rule − Same as transitive rule in algebra, if a → b holds and b → c holds, then a → c 

also holds. a → b is called as a functionally that determines b. 

Trivial Functional Dependency 

 Trivial − If a functional dependency (FD) X → Y holds, where Y is a subset of X, then it is called 
a trivial FD. Trivial FDs always hold. 

 Non-trivial − If an FD X → Y holds, where Y is not a subset of X, then it is called a non-trivial 
FD. 

 Completely non-trivial − If an FD X → Y holds, where x intersect Y = Φ, it is said to be a 
completely non-trivial FD. 

Normalization 

If a database design is not perfect, it may contain anomalies, which are like a bad dream for any database 
administrator. Managing a database with anomalies is next to impossible. 

 Update anomalies − If data items are scattered and are not linked to each other properly, then it 
could lead to strange situations. For example, when we try to update one data item having its 
copies scattered over several places, a few instances get updated properly while a few others are 
left with old values. Such instances leave the database in an inconsistent state. 

 Deletion anomalies − We tried to delete a record, but parts of it was left undeleted because of 
unawareness, the data is also saved somewhere else. 



 Insert anomalies − We tried to insert data in a record that does not exist at all. 

Normalization is a method to remove all these anomalies and bring the database to a consistent state. 

 
Normalization of Database 

Database Normalisation is a technique of organizing the data in the database. Normalization is a 
systematic approach of decomposing tables to eliminate data redundancy and undesirable characteristics 
like Insertion, Update and Deletion Anamolies. It is a multi-step process that puts data into tabular form 
by removing duplicated data from the relation tables. 

Normalization is used for mainly two purpose, 

 Eliminating reduntant(useless) data. 
 Ensuring data dependencies make sense i.e data is logically stored. 

 

Problem Without Normalization 

Without Normalization, it becomes difficult to handle and update the database, without facing data loss. 
Insertion, Updation and Deletion Anamolies are very frequent if Database is not Normalized. To 
understand these anomalies let us take an example of Student table. 

S_id S_Name S_Address Subject_opted 

401 Adam Noida Bio 

402 Alex Panipat Maths 

403 Stuart Jammu Maths 

404 Adam Noida Physics 

 

 Updation Anamoly : To update address of a student who occurs twice or more than twice in a table, we 
will have to update S_Address column in all the rows, else data will become inconsistent. 

 Insertion Anamoly : Suppose for a new admission, we have a Student id(S_id), name and address of a 
student but if student has not opted for any subjects yet then we have to insert NULL there, leading to 
Insertion Anamoly. 

 Deletion Anamoly : If (S_id) 401 has only one subject and temporarily he drops it, when we delete that 
row, entire student record will be deleted along with it. 

 

Normalization Rule 

Normalization rule are divided into following normal form. 



1. First Normal Form 
2. Second Normal Form 
3. Third Normal Form 
4. BCNF 

 

First Normal Form (1NF) 

As per First Normal Form, no two Rows of data must contain repeating group of information i.e each set 
of column must have a unique value, such that multiple columns cannot be used to fetch the same row. 
Each table should be organized into rows, and each row should have a primary key that distinguishes it as 
unique.  

The Primary key is usually a single column, but sometimes more than one column can be combined to 
create a single primary key. For example consider a table which is not in First normal form 

Student Table : 

Student Age Subject 

Adam 15 Biology, Maths 

Alex 14 Maths 

Stuart 17 Maths 

In First Normal Form, any row must not have a column in which more than one value is saved, like 
separated with commas. Rather than that, we must separate such data into multiple rows. 

Student Table following 1NF will be : 

Student Age Subject 

Adam 15 Biology 

Adam 15 Maths 

Alex 14 Maths 

Stuart 17 Maths 

Using the First Normal Form, data redundancy increases, as there will be many columns with same data in 
multiple rows but each row as a whole will be unique.  

 



Second Normal Form (2NF) 

As per the Second Normal Form there must not be any partial dependency of any column on primary key. 
It means that for a table that has concatenated primary key, each column in the table that is not part of the 
primary key must depend upon the entire concatenated key for its existence. If any column depends only 
on one part of the concatenated key, then the table fails Second normal form. 

In example of First Normal Form there are two rows for Adam, to include multiple subjects that he has 
opted for. While this is searchable, and follows First normal form, it is an inefficient use of space. Also in 
the above Table in First Normal Form, while the candidate key is {Student, Subject}, Age of Student 
only depends on Student column, which is incorrect as per Second Normal Form. To achieve second 
normal form, it would be helpful to split out the subjects into an independent table, and match them up 
using the student names as foreign keys. 

New Student Table following 2NF will be : 

Student Age 

Adam 15 

Alex 14 

Stuart 17 

In Student Table the candidate key will be Student column, because all other column i.e Age is dependent 
on it. 

New Subject Table introduced for 2NF will be : 

Student Subject 

Adam Biology 

Adam Maths 

Alex Maths 

Stuart Maths 

In Subject Table the candidate key will be {Student, Subject} column. Now, both the above tables 
qualifies for Second Normal Form and will never suffer from Update Anomalies. Although there are a few 
complex cases in which table in Second Normal Form suffers Update Anomalies, and to handle those 
scenarios Third Normal Form is there. 

 

Third Normal Form (3NF) 

Third Normal form applies that every non-prime attribute of table must be dependent on primary key, or 
we can say that, there should not be the case that a non-prime attribute is determined by another non-prime 



attribute. So this transitive functional dependency should be removed from the table and also the table 
must be in Second Normal form. For example, consider a table with following fields.  

Student_Detail Table : 

Student_id Student_name DOB Street city State Zip 

In this table Student_id is Primary key, but street, city and state depends upon Zip. The dependency 
between zip and other fields is called transitive dependency. Hence to apply 3NF, we need to move the 
street, city and state to new table, with Zip as primary key. 

New Student_Detail Table : 

Student_id Student_name DOB Zip 

Address Table : 

Zip Street city State 

 

The advantage of removing transtive dependency is,  

 Amount of data duplication is reduced. 
 Data integrity achieved. 

 

Boyce and Codd Normal Form (BCNF) 

Boyce and Codd Normal Form is a higher version of the Third Normal form. This form deals with 
certain type of anamoly that is not handled by 3NF. A 3NF table which does not have multiple 
overlapping candidate keys is said to be in BCNF. For a table to be in BCNF, following conditions must 
be satisfied: 

 R must be in 3rd Normal Form 
 and, for each functional dependency ( X -> Y ), X should be a super Key. 



 

 

Fourth Normal Form (4NF) 

In the fourth normal form, 

 It should meet all the requirement of 3NF 
 Attribute of one or more rows in the table should not result in more than one rows of the same table 

leading to multi-valued dependencies 

To understand it clearly, consider a table with Subject, Lecturer who teaches each subject and 
recommended Books for each subject. 

 

If we observe the data in the table above it satisfies 3NF. But LECTURER and BOOKS are two 
independent entities here. There is no relationship between Lecturer and Books. In the above example, 
either Alex or Bosco can teach Mathematics. For Mathematics subject , student can refer either 'Maths 
Book1'  or 'Maths Book2'.  i.e.; 

SUBJECT --> LECTURER 

SUBJECT-->BOOKS 

This is a multivalued dependency on SUBJECT. If we need to select both lecturer and books 
recommended for any of the subject, it will show up (lecturer, books) combination, which implies lecturer 
who recommends which book. This is not correct. 



SELECT c.LECTURER, c.BOOKS FROM COURSE c WHERE SUBJECT = 'Mathematics';  

To eliminate this dependency, we divide the table into two as below: 

 

Now if we want to know the lecturer names and books recommended for any of the subject, we will fire 
two independent queries. Hence it removes the multi-valued dependency and confusion around the data. 
Thus the table is in 4NF. 

--Select the lecturer names 
SELECT c.SUBJECT , c.LECTURER  FROM COURSE c WHERE c.SUBJECT = 'Mathematics';  
 
--Select the recommended book names 
SELECT c.SUBJECT , c.BOOKS FROM COURSE c WHERE c.SUBJECT = 'Mathematics'; 

 

Fifth Normal Form (5NF) 

A database is said to be in 5NF, if and only if, 

 It's in 4NF 
 If we can decompose table further to eliminate redundancy and anomaly, and when we re-join the 

decomposed tables by means of candidate keys, we should not be losing the original data or any new 
record set should not arise. In simple words, joining two or more decomposed table should not lose 
records nor create new records. 

Consider an example of different Subjects taught by different lecturers and the lecturers taking classes for 
different semesters. 

Note: Please consider that Semester 1 has Mathematics, Physics and Chemistry and Semester 2 has only 
Mathematics in its academic year!! 

 

In above table, Rose takes both Mathematics and Physics class for Semester 1, but she does not take 
Physics class for Semester 2.  In this case, combination of all these 3 fields is required to identify a valid 
data. Imagine we want to add a new class - Semester3 but do not know which Subject and who will be 
taking that subject. We would be simply inserting a new entry with Class as Semester3 and leaving 
Lecturer and subject as NULL. As we discussed above, it's not a good to have such entries. Moreover, all 
the three columns together act as a primary key, we cannot leave other two columns blank! 

Hence we have to decompose the table in such a way that it satisfies all the rules till 4NF and when join 
them by using keys, it should yield correct record. Here, we can represent each lecturer's Subject area and 
their classes in a better way. We can divide above table into three - (SUBJECT, LECTURER), 
(LECTURER, CLASS), (SUBJECT, CLASS) 

 

Now, each of combinations is in three different tables. If we need to identify who is teaching which 
subject to which semester, we need join the keys of each table and get the result. 



For example, who teaches Physics to Semester 1, we would be selecting Physics and Semester1 from table 
3 above, join with table1 using Subject to filter out the lecturer names. Then join with table2 using 
Lecturer to get correct lecturer name. That is we joined key columns of each table to get the correct data. 
Hence there is no lose or new data - satisfying 5NF condition. 

SELECT t3.Class, t3.Subject, t1.Lecturer 
FROM TABLE3 t3, TABLE3 t2, TABLE3 t1, 
where t3.Class = 'SEMESTER1' and t3.SUBJECT= 'PHYSICS' 
AND  t3.Subject = t1.Subject 
AND t3.Class = t2.Class 
 AND t1.Lecturer = t2.Lecturer; 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



UNIT:4 

Query & Transaction Processing 
Query Processing: 

Introduction 

The main goal of creating a database is to store the related data at one place, access and manipulate them 
as and when it is required by the user. Accessing and manipulating the data should be done efficiently i.e.; 
it should be accessed easily and quickly. 

But a database is a system and the users are either another system or application or a person. The user can 
request the data in a language that he understands. But DBMS has its own language (SQL) which it 
understands. Hence the users are asked to query the database in its language – SQL. This SQL is a high 
level language created to build a bridge between user and DBMS for their communication. But the 
underlying systems in the DBMS will not understand SQL. There has to be some low level language 
which these systems can understand. Usually any query written in SQL is converted into low level 
language using relational algebra which system can understand. But it will be difficult for any user to 
directly write relational algebra kind of queries. It requires thorough knowledge of it. 

Hence what DBMS does is it asks its users to write query in SQL. It verifies the code written by the user 
and then converts them into low level languages. It then selects the best execution path and executes the 
query and gets the data from internal memory. All these processes are together known as query 
processing. 

Query Processing 

It is the step by step process of breaking the high level language into low level language which machine 
can understand and perform the requested action for user. Query processor in the DBMS performs this 
task. 

 

 

 

Above diagram depicts how a query is processed in the database to show the result. When a query is 
submitted to the database, it is received by the query compiler. It then scans the query and divides it into 
individual tokens. Once the tokens are generated, they are verified for their correctness by the parser. Then 
the tokenized queries are transformed into different possible relational expressions, relational trees and 
relational graphs (Query Plans). Query optimizer then picks them to identify the best query plan to 
process. It checks in the system catalog for the constraints and indexes and decides the best query plan. It 
generates different execution plans for the query plan. The query execution plan then decides the best and 
optimized execution plan for execution. The command processor then uses this execution plan to retrieve 
the data from the database and returns the result. This is an overview of how a query processing works. 
Let us see in detail in below. 



There are four phases in a typical query processing. 

 Parsing and Translation 
 Query Optimization 
 Evaluation or query code generation 
 Execution in DB’s runtime processor. 

Parsing and Translation 

This is the first step of any query processing. The user typically writes his requests in SQL language. In 
order to process and execute this request, DBMS has to convert it into low level – machine understandable 
language. Any query issued to the database is first picked by query processor. It scans and parses the 
query into individual tokens and examines for the correctness of query. It checks for the validity of tables / 
views used and the syntax of the query. Once it is passed, then it converts each tokens into relational 
expressions, trees and graphs. These are easily processed by the other parsers in the DBMS. 

Let us try to understand these steps using an example. Suppose user wants to see the student details who 
are studying in DESIGN_01 class. If the users say ‘Retrieve Student details who are in DESIGN_01 
class’, the DBMS will not understand. Hence DBMS provides a language – SQL which both user and 
DBMS can understand and communicate with each other. This SQL is written in simple English like form 
which both can understand. So the user would write his request in SQL as below: 

 

SELECT STD_ID, STD_NAME, ADDRESS, DOB 

    FROM STUDENT s, CLASS c  

 WHERE s.CLASS_ID = c.CLASS_ID  

     AND c.CLASS_NAME = ‘DESIGN_01’; 

 

When he issues this query, the DBMS reads and converts it into the form which DBMS can use to further 
process and synthesis it. This phase of query processing is known as parsing and translation phase. The 
query processor scans the SQL query submitted and divides into individual meaningful tokens. In our 
example, ’SELECT * FROM’, ‘STUDENT s’, ‘CLASS c’, ‘WHERE’, ‘s.CLASS_ID = c.CLASS_ID’, 
‘AND’ and ‘c.CLASS_NAME = ‘DESIGN_01’’ are the different tokens. These tokenized forms of query 
are easily used by the processor to further processing. It fires query on the data dictionary tables to verify 
if the tables and columns in these tokens exists or not. If they are not present in the data dictionary, then 
the submitted query will be failed at this stage itself. Else it proceeds to find if the syntax used in the query 
are correct. Please note that it does not validate if DESIGN_01 exists in the table or not, it verifies if 
’SELECT * FROM’, ‘WHERE’, ‘s.CLASS_ID = c.CLASS_ID’, ‘AND’ etc have SQL defined syntaxes. 
Once it validates the syntaxes, it converts them into a relational algebra, relational tree and graph 
representations. These are easily understood and handled by the optimizer for further processing. Above 
query can be converted into any of the two forms of relation algebra as below. First query identifies the 
students in DESIGN_01 class first and then selects only the requested columns from it. Another query first 
selects requested columns from the STUDENT table and then filters it for DESIGN_01.  Both of them 
results in same result. 

∏ STD_ID, STD_NAME, ADDRESS, DOB (σ CLASS_NAME = ‘DESIGN_01’ (STUDENT ∞CLASS)) 



or 

σ CLASS_NAME = ‘DESIGN_01’ (∏ STD_ID, STD_NAME, ADDRESS, DOB (STUDENT ∞CLASS)) 

 This can also be represented in relational structures like tree and graphs as below: 

Query processor then applies the rules and algorithms on these relational structures to represent more 
efficient and powerful structures which are used only by the DBMS. These structures are based on the 
mappings between the tables, joins used, cost of execution algorithm of these queries. It determines which 
structure – selecting and then projecting or projecting and then selecting – is the efficient way of 
processing, when to apply filters etc. In the third step of query processing, the best structure and plan 
selected by the optimizer is selected and executed. It digs into the database memory to retrieve the records 
based on the plan. Sometimes it process and compiles the query and keeps it in DB to use it in the runtime 
DB processor. The result is then returned to the user. This is the overall step processed by the DBMS 
when a simple to complex query is fired. The time taken by all these process will be in fraction of 
seconds. But ideal optimization and selection of execution path will make the query even faster 

Transaction: A transaction can be defined as a group of tasks. A single task is the minimum processing 
unit which cannot be divided further. 

Let’s take an example of a simple transaction. Suppose a bank employee transfers Rs 500 from A's 
account to B's account. This very simple and small transaction involves several low-level tasks. 

A’s Account 

Open_Account(A) 
Old_Balance = A.balance 
New_Balance = Old_Balance - 500 
A.balance = New_Balance 
Close_Account(A) 

B’s Account 

Open_Account(B) 
Old_Balance = B.balance 
New_Balance = Old_Balance + 500 
B.balance = New_Balance 
Close_Account(B) 

ACID Properties 

A transaction is a very small unit of a program and it may contain several lowlevel tasks. A transaction in 
a database system must maintain Atomicity, Consistency, Isolation, and Durability − commonly known as 
ACID properties − in order to ensure accuracy, completeness, and data integrity. 

 Atomicity − This property states that a transaction must be treated as an atomic unit, that is, either 
all of its operations are executed or none. There must be no state in a database where a transaction 
is left partially completed. States should be defined either before the execution of the transaction or 
after the execution/abortion/failure of the transaction. 

 Consistency − The database must remain in a consistent state after any transaction. No transaction 
should have any adverse effect on the data residing in the database. If the database was in a 
consistent state before the execution of a transaction, it must remain consistent after the execution 
of the transaction as well. 



 Durability − The database should be durable enough to hold all its latest updates even if the 
system fails or restarts. If a transaction updates a chunk of data in a database and commits, then the 
database will hold the modified data. If a transaction commits but the system fails before the data 
could be written on to the disk, then that data will be updated once the system springs back into 
action. 

 Isolation − In a database system where more than one transaction are being executed 
simultaneously and in parallel, the property of isolation states that all the transactions will be 
carried out and executed as if it is the only transaction in the system. No transaction will affect the 
existence of any other transaction. 

Serializability 

When multiple transactions are being executed by the operating system in a multiprogramming 
environment, there are possibilities that instructions of one transactions are interleaved with some other 
transaction. 

 Schedule − A chronological execution sequence of a transaction is called a schedule. A schedule 
can have many transactions in it, each comprising of a number of instructions/tasks. 

 Serial Schedule − It is a schedule in which transactions are aligned in such a way that one 
transaction is executed first. When the first transaction completes its cycle, then the next 
transaction is executed. Transactions are ordered one after the other. This type of schedule is called 
a serial schedule, as transactions are executed in a serial manner. 

In a multi-transaction environment, serial schedules are considered as a benchmark. The execution 
sequence of an instruction in a transaction cannot be changed, but two transactions can have their 
instructions executed in a random fashion. This execution does no harm if two transactions are mutually 
independent and working on different segments of data; but in case these two transactions are working on 
the same data, then the results may vary. This ever-varying result may bring the database to an 
inconsistent state. 

To resolve this problem, we allow parallel execution of a transaction schedule, if its transactions are either 
serializable or have some equivalence relation among them. 

Equivalence Schedules 

An equivalence schedule can be of the following types − 

Result Equivalence 

If two schedules produce the same result after execution, they are said to be result equivalent. They may 
yield the same result for some value and different results for another set of values. That's why this 
equivalence is not generally considered significant. 

View Equivalence 

Two schedules would be view equivalence if the transactions in both the schedules perform similar actions 
in a similar manner. 

For example − 

 If T reads the initial data in S1, then it also reads the initial data in S2. 
 If T reads the value written by J in S1, then it also reads the value written by J in S2. 



 If T performs the final write on the data value in S1, then it also performs the final write on the 
data value in S2. 

Conflict Equivalence 

Two schedules would be conflicting if they have the following properties − 

 Both belong to separate transactions. 
 Both accesses the same data item. 
 At least one of them is "write" operation. 

Two schedules having multiple transactions with conflicting operations are said to be conflict equivalent if 
and only if − 

 Both the schedules contain the same set of Transactions. 
 The order of conflicting pairs of operation is maintained in both the schedules. 

Note − View equivalent schedules are view serializable and conflict equivalent schedules are conflict 
serializable. All conflict serializable schedules are view serializable too. 

States of Transactions 

A transaction in a database can be in one of the following states − 

 

 Active − In this state, the transaction is being executed. This is the initial state of every transaction. 
 Partially Committed − When a transaction executes its final operation, it is said to be in a 

partially committed state. 
 Failed − A transaction is said to be in a failed state if any of the checks made by the database 

recovery system fails. A failed transaction can no longer proceed further. 
 Aborted − If any of the checks fails and the transaction has reached a failed state, then the 

recovery manager rolls back all its write operations on the database to bring the database back to 
its original state where it was prior to the execution of the transaction. Transactions in this state are 
called aborted. The database recovery module can select one of the two operations after a 
transaction aborts − 

o Re-start the transaction 
o Kill the transaction 



 Committed − If a transaction executes all its operations successfully, it is said to be committed. 
All its effects are now permanently established on the database system. 

Concurrency Control 
In a multiprogramming environment where multiple transactions can be executed simultaneously, it is 
highly important to control the concurrency of transactions. We have concurrency control protocols to 
ensure atomicity, isolation, and serializability of concurrent transactions. Concurrency control protocols 
can be broadly divided into two categories − 

 Lock based protocols 
 Time stamp based protocols 

Lock-based Protocols 

Database systems equipped with lock-based protocols use a mechanism by which any transaction cannot 
read or write data until it acquires an appropriate lock on it. Locks are of two kinds − 

 Binary Locks − A lock on a data item can be in two states; it is either locked or unlocked. 
 Shared/exclusive − This type of locking mechanism differentiates the locks based on their uses. If 

a lock is acquired on a data item to perform a write operation, it is an exclusive lock. Allowing 
more than one transaction to write on the same data item would lead the database into an 
inconsistent state. Read locks are shared because no data value is being changed. 

There are four types of lock protocols available − 

Simplistic Lock Protocol 

Simplistic lock-based protocols allow transactions to obtain a lock on every object before a 'write' 
operation is performed. Transactions may unlock the data item after completing the ‘write’ operation. 

Pre-claiming Lock Protocol 

Pre-claiming protocols evaluate their operations and create a list of data items on which they need locks. 
Before initiating an execution, the transaction requests the system for all the locks it needs beforehand. If 
all the locks are granted, the transaction executes and releases all the locks when all its operations are 
over. If all the locks are not granted, the transaction rolls back and waits until all the locks are granted. 

 



Two-Phase Locking 2PL 

This locking protocol divides the execution phase of a transaction into three parts. In the first part, when 
the transaction starts executing, it seeks permission for the locks it requires. The second part is where the 
transaction acquires all the locks. As soon as the transaction releases its first lock, the third phase starts. In 
this phase, the transaction cannot demand any new locks; it only releases the acquired locks. 

 

Two-phase locking has two phases, one is growing, where all the locks are being acquired by the 
transaction; and the second phase is shrinking, where the locks held by the transaction are being released. 

To claim an exclusive (write) lock, a transaction must first acquire a shared (read) lock and then upgrade it 
to an exclusive lock. 

Strict Two-Phase Locking 

The first phase of Strict-2PL is same as 2PL. After acquiring all the locks in the first phase, the transaction 
continues to execute normally. But in contrast to 2PL, Strict-2PL does not release a lock after using it. 
Strict-2PL holds all the locks until the commit point and releases all the locks at a time. 

 

Strict-2PL does not have cascading abort as 2PL does. 

Timestamp-based Protocols 

The most commonly used concurrency protocol is the timestamp based protocol. This protocol uses either 
system time or logical counter as a timestamp. 

Lock-based protocols manage the order between the conflicting pairs among transactions at the time of 
execution, whereas timestamp-based protocols start working as soon as a transaction is created. 

Every transaction has a timestamp associated with it, and the ordering is determined by the age of the 
transaction. A transaction created at 0002 clock time would be older than all other transactions that come 



after it. For example, any transaction 'y' entering the system at 0004 is two seconds younger and the 
priority would be given to the older one. 

In addition, every data item is given the latest read and write-timestamp. This lets the system know when 
the last ‘read and write’ operation was performed on the data item. 

Timestamp Ordering Protocol 

The timestamp-ordering protocol ensures serializability among transactions in their conflicting read and 
write operations. This is the responsibility of the protocol system that the conflicting pair of tasks should 
be executed according to the timestamp values of the transactions. 

 The timestamp of transaction Ti is denoted as TS(Ti). 
 Read time-stamp of data-item X is denoted by R-timestamp(X). 
 Write time-stamp of data-item X is denoted by W-timestamp(X). 

Timestamp ordering protocol works as follows − 

 If a transaction Ti issues a read(X) operation − 
o If TS(Ti) < W-timestamp(X)  

 Operation rejected. 
o If TS(Ti) >= W-timestamp(X)  

 Operation executed. 
o All data-item timestamps updated. 

 If a transaction Ti issues a write(X) operation − 
o If TS(Ti) < R-timestamp(X) 

 Operation rejected. 
o If TS(Ti) < W-timestamp(X) 

 Operation rejected and Ti rolled back. 
o Otherwise, operation executed. 

Thomas' Write Rule 

This rule states if TS(Ti) < W-timestamp(X), then the operation is rejected and Ti is rolled back. 

Time-stamp ordering rules can be modified to make the schedule view serializable. 

Instead of making Ti rolled back, the 'write' operation itself is ignored. 

 

In a multi-process system, deadlock is an unwanted situation that arises in a shared resource environment, 
where a process indefinitely waits for a resource that is held by another process. 

For example, assume a set of transactions {T0, T1, T2, ...,Tn}. T0 needs a resource X to complete its task. 
Resource X is held by T1, and T1 is waiting for a resource Y, which is held by T2. T2 is waiting for resource 
Z, which is held by T0. Thus, all the processes wait for each other to release resources. In this situation, 
none of the processes can finish their task. This situation is known as a deadlock. 

Deadlocks are not healthy for a system. In case a system is stuck in a deadlock, the transactions involved 
in the deadlock are either rolled back or restarted. 



Deadlock Prevention 

To prevent any deadlock situation in the system, the DBMS aggressively inspects all the operations, where 
transactions are about to execute. The DBMS inspects the operations and analyzes if they can create a 
deadlock situation. If it finds that a deadlock situation might occur, then that transaction is never allowed 
to be executed. 

There are deadlock prevention schemes that use timestamp ordering mechanism of transactions in order to 
predetermine a deadlock situation. 

Wait-Die Scheme 

In this scheme, if a transaction requests to lock a resource (data item), which is already held with a 
conflicting lock by another transaction, then one of the two possibilities may occur − 

 If TS(Ti) < TS(Tj) − that is Ti, which is requesting a conflicting lock, is older than Tj − then Ti is 
allowed to wait until the data-item is available. 

 If TS(Ti) > TS(tj) − that is Ti is younger than Tj − then Ti dies. Ti is restarted later with a random 
delay but with the same timestamp. 

This scheme allows the older transaction to wait but kills the younger one. 

Wound-Wait Scheme 

In this scheme, if a transaction requests to lock a resource (data item), which is already held with 
conflicting lock by some another transaction, one of the two possibilities may occur − 

 If TS(Ti) < TS(Tj), then Ti forces Tj to be rolled back − that is Ti wounds Tj. Tj is restarted later 
with a random delay but with the same timestamp. 

 If TS(Ti) > TS(Tj), then Ti is forced to wait until the resource is available. 

This scheme, allows the younger transaction to wait; but when an older transaction requests an item held 
by a younger one, the older transaction forces the younger one to abort and release the item. 

In both the cases, the transaction that enters the system at a later stage is aborted. 

Deadlock Avoidance 

Aborting a transaction is not always a practical approach. Instead, deadlock avoidance mechanisms can be 
used to detect any deadlock situation in advance. Methods like "wait-for graph" are available but they are 
suitable for only those systems where transactions are lightweight having fewer instances of resource. In a 
bulky system, deadlock prevention techniques may work well. 

Wait-for Graph 

This is a simple method available to track if any deadlock situation may arise. For each transaction 
entering into the system, a node is created. When a transaction Ti requests for a lock on an item, say X, 
which is held by some other transaction Tj, a directed edge is created from Ti to Tj. If Tj releases item X, 
the edge between them is dropped and Ti locks the data item. 

The system maintains this wait-for graph for every transaction waiting for some data items held by others. 
The system keeps checking if there's any cycle in the graph. 



 

Here, we can use any of the two following approaches − 

 First, do not allow any request for an item, which is already locked by another transaction. This is 
not always feasible and may cause starvation, where a transaction indefinitely waits for a data item 
and can never acquire it. 

 The second option is to roll back one of the transactions. It is not always feasible to roll back the 
younger transaction, as it may be important than the older one. With the help of some relative 
algorithm, a transaction is chosen, which is to be aborted. This transaction is known as the victim 
and the process is known as victim selection. 

 

 

 

 

 

 

 

 

 

 



Unit:-5 

Crash Recovery 
Failure Classification 

To find that where the problem has occurred, we generalize a failure into the following categories: 

1. Transaction failure 

2. System crash 

3. Disk failure 

1. Transaction failure 

The transaction failure occurs when it fails to execute or when it reaches a point from where it can't 
go any further. If a few transaction or process is hurt, then this is called as transaction failure. 

Reasons for a transaction failure could be - 

Logical errors: If a transaction cannot complete due to some code error or an internal error 
condition, then the logical error occurs. 

Syntax error: It occurs where the DBMS itself terminates an active transaction because the database 
system is not able to execute it. For example, The system aborts an active transaction, in case of 
deadlock or resource unavailability. 

2. System Crash 

System failure can occur due to power failure or other hardware or software failure. Example: 
Operating system error. 

Fail-stop assumption: In the system crash, non-volatile storage is assumed not to be corrupted. 

3. Disk Failure 

It occurs where hard-disk drives or storage drives used to fail frequently. It was a common problem 
in the early days of technology evolution. 

Disk failure occurs due to the formation of bad sectors, disk head crash, and unreachability to the 
disk or any other failure, which destroy all or part of disk storage. 

 

 



Deferred Update vs Immediate Update 

 

Deferred Update and Immediate Update are two techniques used to maintain transaction log files of 
Database Management Systems (DBMS). Transaction log (also referred to as the journal log or the 
redo log) is a physical file that stores the Transaction ID, the time stamp of the transaction, the old 
value and the new values of the data. This allows the DBMS to keep track of the data before and after 
each transaction. When the transactions are committed and the database is returned to a consistent 
state, the log might be truncated to remove the committed transactions. 

Log-Based Recovery 

The log is a sequence of records. Log of each transaction is maintained in some stable storage so that 
if any failure occurs, then it can be recovered from there. 

If any operation is performed on the database, then it will be recorded in the log. 

But the process of storing the logs should be done before the actual transaction is applied in the 
database. 

Checkpoint 

The checkpoint is a type of mechanism where all the previous logs are removed from the system 
and permanently stored in the storage disk. 

The checkpoint is like a bookmark. While the execution of the transaction, such checkpoints are 
marked, and the transaction is executed then using the steps of the transaction, the log files will be 
created. 

When it reaches to the checkpoint, then the transaction will be updated into the database, and till 
that point, the entire log file will be removed from the file. Then the log file is updated with the new 
step of transaction till next checkpoint and so on. 

The checkpoint is used to declare a point before which the DBMS was in the consistent state, and all 
transactions were committed. 

Recovery using Checkpoint 

In the following manner, a recovery system recovers the database from this failure: 

 



 

DBMS Checkpoint 

The recovery system reads log files from the end to start. It reads log files from T4 to T1. 

Recovery system maintains two lists, a redo-list, and an undo-list. 

The transaction is put into redo state if the recovery system sees a log with <Tn, Start> and <Tn, 
Commit> or just <Tn, Commit>. In the redo-list and their previous list, all the transactions are 
removed and then redone before saving their logs. 

For example: In the log file, transaction T2 and T3 will have <Tn, Start> and <Tn, Commit>. The T1 
transaction will have only <Tn, commit> in the log file. That's why the transaction is committed after 
the checkpoint is crossed. Hence it puts T1, T2 and T3 transaction into redo list. 

The transaction is put into undo state if the recovery system sees a log with <Tn, Start> but no 
commit or abort log found. In the undo-list, all the transactions are undone, and their logs are 
removed. 

For example: Transaction T4 will have <Tn, Start>. So T4 will be put into undo list since this 
transaction is not yet complete and failed amid. 

Deferred Update 

Deferred update also called NO-UNDO/REDO is a technique used to recover/support transaction 
failures that occur due to operating system, power, memory or machine failures. When a transaction 
runs, any updates or alterations made to the database by the transaction are not done immediately. 
They are recorded in the log file. Data changes recorded in the log file are applied to the database on 
commit. This process is called “Re-doing”. On rollback, any changes to data recorded in the log file 
are discarded; hence no changes will be applied to the database. If a transaction fails and it is not 
committed due to any of the reasons mentioned above, the records in the log file are discarded and 
the transaction is restarted. If the changes in a transaction are committed before crashing, then after 
the system restarts, changes recorded in the log file are applied to the database. 



Immediate Update 

Immediate update also called UNDO/REDO, is also another technique used to recover/support 
transaction failures that occur due to operating system, power, memory or machine failures. When a 
transaction runs, any of the updates or alterations made by the transaction are written directly in to 
the database. Both the original values and the new values are also recorded in the log file before 
changes are made to the database. On commit all changes made to the database are made 
permanent and the records in the log file are discarded. On rollback old values are restored in to the 
database using the old values stored in the log file. All the changes made by transactions to the 
database are discarded and this process is called “Un-doing”. When the system restarts after a crash, 
all the database changes are made permanent for committed transactions. For uncommitted 
transactions, original values are restored using the values in the log file. 

What is the difference between Deferred Update and Immediate Update 

Even though Deferred Update and Immediate Update are two methods for recovering after a system 
failure, the process that each method uses is different. In differed update method, any changes made 
to the data by a transaction are first recorded in a log file and applied to the database on commit. In 
immediate update method, changes made by a transaction are directly applied to the database and 
old values and new values are recorded in the log file. These records are used to restore old values 
on rollback. In differed update method, records in the log file are discarded on roll back and are 
never applied to the database. One disadvantage of deferred update method is the increased time 
taken to recover in case of a system failure. On the other hand, frequent I/O operations while the 
transaction is active, is a disadvantage in immediate update method. 

 

Shadow Paging: 

This is the method where all the 
transactions are 

executed in the primary memory or 
the shadow copy of database. Once 
all the transactions 
completely executed, it will be 
updated to the database. Hence, if 
there is any failure in the middle of 

transaction, it will not 
be reflected in the 
database. Database will be 
updated after all the transaction 
is complete. 

 

 



 

 

 

 

 

 

 

 

 

 

 

 

 

A database pointer will be always pointing to the consistent copy of the database, and copy of the 
database is used by transactions to update. Once all the transactions are complete, the DB pointer is 
modified to point to new copy of DB, and old copy is deleted. If there is any failure during the 
transaction, the pointer will be still pointing to old copy of database, and shadow database will be 
deleted. If the transactions are complete then the pointer is changed to point to shadow DB, and old 
DB is deleted. 

As we can see in above diagram, the DB pointer is always pointing to consistent and stable database. 
This mechanism assumes that there will not be any disk failure and only one transaction executing 
at a time so that the shadow DB can hold the data for that transaction. It is useful if the DB is 
comparatively small because shadow DB consumes same memory space as the actual DB. Hence it is 
not efficient for huge DBs. In addition, it cannot handle concurrent execution of transactions. It is 
suitable for one transaction at a time. 

Deadlock in DBMS 

A deadlock is a condition where two or more transactions are waiting indefinitely for one another to 
give up locks. Deadlock is said to be one of the most feared complications in DBMS as no task ever 
gets finished and is in waiting state forever. 

For example: In the student table, transaction T1 holds a lock on some rows and needs to update 
some rows in the grade table. Simultaneously, transaction T2 holds locks on some rows in the grade 
table and needs to update the rows in the Student table held by Transaction T1. 



Now, the main problem arises. Now Transaction T1 is waiting for T2 to release its lock and similarly, 
transaction T2 is waiting for T1 to release its lock. All activities come to a halt state and remain at a 
standstill. It will remain in a standstill until the DBMS detects the deadlock and aborts one of the 
transactions. 

 

 


